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–Richard Feynman

“What I cannot create, I do not understand.” 



Autoencoder networks have an encoder 
followed by a decoder. The decoder is able to 
reconstruct the input x from a code h where the 

dim h < dim x. 



What if we could use the decoder part of the 
autencoder to generate or synthesize new input 
samples — ones that we had not seen before?!



Generative Models
• For some types of autoencoders like Variational 

Autoencoders (VAEs) or Denoising 
Autoencoders (DAEs) this is possible and we 
can think of the decoder part of the network as a 
generative model.  

• For generative models, new samples are 
generated by choosing (or sampling) in the 
code space which in turn is fed to the generator 
to produce a synthesized example.



So if we wanted to produce generative model 
for images from a low-dimensional code, then 

the network might look like this…



Deep Convolutional Generative Model



But how could we learn all the millions of 
weights that could do this?



Remember that the goal is to produce 
synthetic images that look like real images 

from the domain we are focused on.



Training a Generative Model

• We start out with random initializations for the 
weights of our network. 

• And let’s say we choose a batch of 256 codes 
for our network and push these through the 
network.  

• The resulting 256 images are likely to look pretty 
awful, some better than other, but awful 
nonetheless. 



Training a Generative Model
• We could add a human to the loop and have the 

person grade each image that is produced by the 
network. 

• A grade of 1 would mean that the output image 
generated by the network looks completely real. 

• A grade of 0 would mean that the output image 
generated by the network looks completely fake. 

• And a grade between 0 and 1 would specify specify 
are rating in between.



Training a Generative Model

• We could use these ratings to compute a loss 
and propagate this through the network to 
update our weights. 

• This approach is unlikely to work to well… 

• And even if it did, this approach does not scale 
well, as we will need to do this for millions and 
millions codes and synthetic images!



Generative Adversarial Networks (GANs)

• What if we replaced the human in the loop with a 
second network trained to classify an image as 
real or fake?! 

• We could stick this discriminative network D on 
top of the generative network G and propagate 
the loss right through to the generative network! 

• Note: this process is now unsupervised! or at 
least we can get the “labeled” data for free.

[Goodfellow et al., 2014]



Generative Adversarial Networks (GANs)

• So the networks G and D play a game. 

• D tries discriminate between a sample generated 
by the generator G and a real sample drawn from 
the data distribution. 

• G tries to fool D by generating synthetic samples 
that are hard to tell from real data.  

• Note we don’t care about D except that it helps us 
learn the generator G.



Generative Adversarial Networks (GANs)
• Let D(x) be the probability of x came from the real 

data and not the model. 

• Let G(z) be a synthetic sample generate by G. 

• We update the discriminator D by ascending the 
stochastic gradient: 

• We update the generator G by descending the 
stochastic gradient:
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